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Lecture Outline

• Mohamed Hassan presentation

▪ Introduction to Generative Adversarial Networks (GANs)

• Jeffrey Wyrick presentation

▪ Defense-GAN by Samangouei (2018) Defense-GAN: Protecting Classifiers Against 
Adversarial Attacks Using Generative Models

• Other GAN-based attacks

▪ AdvGAN

▪ AI-GAN (Attack-Inspired GAN)

• Other GAN-based defenses

▪ APE-GAN (Adversarial Perturbation Elimination GAN)
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Generative Adversarial Networks

Generates fake data that look realistic 
enough. 

Generator and Discriminator 
competing to win.
Generator trying to fake and 
Discriminator trying not to be fooled.

Deep Convolutional or Fully Connected 
Networks

Back to Agenda 03

WHAT ARE GANS



Generative Model

STRUCTURE

Back to Agenda 04

The input is a random noise 
seed. 
Produces fake data that fools 
the discriminator by trying to 
model how data is placed 
throughout the space.
Captures the Joint 
probability P(x,y). 
Gets feedback from the 
Discriminator.



Discriminative Model

STRUCTURE

Back to Agenda 05

The input are real images 
and fake generator images.
Captures the Conditional 
probability P(y | x).
Tries to classify the data as 
real or fake by drawing 
boundaries in the data space.



STRUCTURE

Back to Agenda 06



STRUCTURE

Back to Agenda 07



STRUCTURE

Back to Agenda 08



TRAINING
Back to Agenda
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1) Define GAN architecture based on the application, and generate fake data 
from random noise.  

2) Train Discriminator to distinguish real vs fake data. 

3) Train Generator to generate more realistic data

4) Alternate between generator and discriminator every epoch. 

5) Stop training when generator succeeds (discriminator has 50% accuracy) or 
when maximum epochs is reached.



1) Produce generator output from sample noise.

2) Get discriminator "Real" or "Fake" classification.

3) Calculate loss from discriminator classification.

4) Backpropagate through both the discriminator and 
generator to obtain gradients.

5) Use gradients to change only the generator weights.

Generator

TRAINING
Back to Agenda
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1) Classify both real data and fake data from the 
generator. 

2) Dicriminator loss penalizes the discriminator for 
misclassifying a real instance as fake or a fake instance 
as real.

3) The discriminator updates its weights through 
backpropagation from the discriminator loss through 
the discriminator network.

 Discriminator 

TRAINING
Back to Agenda
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https://developers.google.com/machine-learning/glossary/#b


TRAINING
Back to Agenda
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Generator minimizes and 
Discriminator maximizes.

G(z): Generator output when given
noise z.

D(x): Discriminator probability 
that real data x is real.

D(G(z)): Discriminator probability 
that fake data z is real. 

Ex: expected value over all real 
instances. 

Ez: expected value over all fake 
instanses. 

Minimax Loss

LOSS FUNCTION

Back to Agenda 13



Minimax Loss

LOSS FUNCTION

Back to Agenda 14

Blue is the real distribution.

Orange is the generated distribution. 

Gray curve with corresponding right-side y-axis is the 
probability to be true for discriminator. 

The closer the distributions, the more often 
discriminator is wrong.

The goal is to move green area towards the red area.



This occurs when the discriminator is too good.
Generator training fails. 

Vanishing Gradients

Generator produces small set of output. 
Discriminator learns to reject that output.
Next iteration, generator finds most plausible output for 
discriminator, and keeps repeating with no further training.

Mode Collapse

Discriminator feedback gets less meaningful over time. 
If trained past that point, generator starts to train on 
random feedback, which worsens the generated images.

Convergence

CHALLENGES OF GANS
Back to Agenda
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Wassertein GANs

VARIANTS OF GANS

Back to Agenda 16

Modifies GANs loss function. 
Tackles the problem of Mode Collapse 
and Vanishing Gradient.  
Discriminator changed to Critic, instead 
of classifying.

Outputs a score instead of probability. 
High = Real, Low = Fake. 

Critic Loss: 
Maximize difference between output 
on real and fake.

Generator Loss: 
Maximize the Critic output for fake 
instances

from the Discriminator.



Conditional GANs

VARIANTS OF GANS

Back to Agenda 17

CGANs are employed in image 
labelling. 

Extra y information is feeded
to both the generator and 
discriminator. 

CGANs can control what images 
the generator produce. 
Converges faster than original 
GANs.



Conditional GANs

VARIANTS OF GANS

Back to Agenda 18



Cycle GANs

VARIANTS OF GANS

Back to Agenda 19

Unpaired Image-to-Image approach. 
Consists of 2 generators and 2 
discriminators. 
Goal to transfer image set A (Horse) to 
image set B (Zebra). 

One set of Generator/Discriminator 
to translate A to B. 
Other set of 
Generator/Discriminator to 
translate B to A. 



Cycle GANs

VARIANTS OF GANS

Back to Agenda 20



Style GANs

VARIANTS OF GANS

Back to Agenda 21

Modifications from GANs: 
Baseline Progressive GAN.
Addition of tuning and bilinear upsampling.
Addition of mapping network and AdaIN (styles).
Removal of latent vector input to generator.
Addition of noise to each block.
Addition Mixing regularization.

Seperate different style of the images.
Coarse Style: hair, face shape.
Middle Style: facial features. 
Fine Style: color scheme. 



Style GANs

VARIANTS OF GANS

Back to Agenda 22



Image to Image Translation

APPLICATIONS

Back to Agenda 23



Text to Image Translation

APPLICATIONS

Back to Agenda 24



Video Prediction

APPLICATIONS

Back to Agenda 25



Medical Field Datasets

APPLICATIONS

Back to Agenda 26



Back to Agenda 27

Thank you for your time! 

QUESTIONS?



CS 404/504: 

Review of Defense-GAN 
Samangouei (2018)

Presented by: Jeff Wyrick
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Presentation Outline

• Overview of Generative Adversarial Networks (GAN)

• Overview of defense GAN approach proposed by Samangouei (2018)

• Experimental results from the Samangouei (2018) paper

• Usage of this method
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Overview of GAN

• Generative models are capable of 
making new plausible data.  

• The term “adversarial” in this case 
pertains to a unique architecture for 
training an effective generator 
network. 

• Random input vectors are given to the 
generator to make plausible samples 
that are ideally discriminated 50:50 in 
a fully trained model

https://developers.google.com/machine-learning/gan/discriminator

https://developers.google.com/machine-learning/gan/generator

https://developers.google.com/machine-learning/gan/discriminator
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Issues Training GANs

• Vanishing gradient

▪ Best if discriminator starts in a less robust state so it is improving along with the 
generator rather than being too sophisticated from the start

▪ Modified minimax loss can help with this, proposed in original paper, maximizing 
log(D(G(z))) instead of minimizing it.

• Mode Collapse

▪ Local minimum in discriminator training, Wasserstein loss can help with this, uses 
critic model, D(x) – D(G(z)), rather than a threshold valued discriminator

• Failure to Converge

▪ Regularization of discriminator can help with this

▪ Over training generator past random feedback from discriminator must be monitored 

Generative Adversarial Networks. Goodfellow 2014 https://developers.google.com/machine-learning/gan/loss



9

CS 404/504, Spring 2023

Adversarial Defense Approaches
• Examples:

• Using adversarial training data.  
Suffers accuracy trade-off.  Subset of 
robust optimization approach. 

• Identifying adversarial samples

• Reducing magnitude of gradients in 
training, distillation.

• Removing adversarial noise from 
samples.

• Problems:

• Generally don’t work for both black 
box and white box attacks

▪ Also may only work on specific type of 
attack within a certain class

• Can compromise accuracy of model

Figure from: Madry(2018) Towards Deep Learning Models Resistant to Adversarial 

Attacks
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Adversarial Defense Approaches

➔ Defense-GAN is a prefiltering 
approach to incoming images, real or 
adversarial, that claims to not suffer 
from some of these same drawbacks.

Figure from: Madry(2018) Towards Deep Learning Models Resistant to Adversarial 

Attacks

• Examples:

• Using adversarial training data.  
Suffers accuracy trade-off.  Subset of 
robust optimization approach. 

• Identifying adversarial samples

• Reducing magnitude of gradients in 
training, distillation.

• Removing adversarial noise from 
samples.

• Problems:

• Generally don’t work for both black 
box and white box attacks

▪ Also may only work on specific type 
of attack within a certain class

• Can compromise accuracy of model
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Related Work Described by Samangouei (2018)

• Related Work Attacks:

• Detail three representative classification 
whitebox attack methods at the time; FGSM, 
RAND+FGSM, and Carlini-Wagner

• For black-box they used substitute modeling 
approach with untargeted FGSM as discussed in 
class

• Related Work Defense:

• Adversarial Training

▪ Specific to attack type and reduces accuracy

• Defensive distillation

▪ Not effective against black box

• MagNet:  very similar to defense-GAN 
conceptually but less robust  with auto-encoder 
network and how it is trained 

Defense-GAN: Protecting Classifiers Against Adversarial Attacks Using Generative 

Models.  Samangouei 2018.

RAND+FGSM

Carlini-Wagner

MagNet: a Two-Pronged Defense against Adversarial Examples. Dongyu Meng, Hao 

Chen. Sep. 2017.
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Defense-GAN Approach: Samangouei (2018)

• Weisserstein GAN used for more effective convergence.  Initially trained on real 
data.  Later they “project” any test images to the generator “range”.

• Essentially they’re looking for a valid generator input vector z* that gives the 
minimum loss to the input image.  This is solved iteratively from a starting random 
vector z using GD.

• The new image G(z*) is a form of filtering and is the “closest” generative image that 
matches the input image x.  This was expected to reduce both white box and black 
box perturbations.   

Defense-GAN: Protecting Classifiers Against Adversarial Attacks Using Generative 

Models.  Samangouei 2018.
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What about real samples?

• Authors contend that if the generator 
and discriminator are trained in an 
ideal sense then the distribution of the 
data and generative values are in the 
same range for all real inputs x.  

• Idealized case indicates a generative 
G(z*) can be found for all real x to not 
add additional loss in classification 
accuracy, in practice it is likely some 
error will be introduced.

Defense-GAN: Protecting Classifiers Against Adversarial Attacks Using Generative Models.  Samangouei 2018.
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Experimental Results: Black Box

• Used MNIST and F-MNIST datasets, 
50k : 10k : 10k distribution.  In black 
box model 150 samples used for 
training substitute model.

• Authors acknowledged perturbation 
coefficient e = 0.3 was high and 
resulted in images sometimes 
unrecognizable even to people. 

• It seems like tuning iterations, L, could 
be very challenging as results seemed 
to jump around the expected value up 
to at least L = 200

Defense-GAN: Protecting Classifiers Against Adversarial Attacks Using Generative Models.  Samangouei 2018.
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Experimental Results: Black Box (cont.)

• Interestingly performed much worse on 
F-MNIST, same parameters used for 
both datasets

• Seems to be a more consistent trend of 
improved accuracy when trained to 
GAN-Orig 

• The impact of R was found to be very 
significant probing different local 
minima in the non-convex solution space  

• For a given R there is a limit to effective 
iterations to find the best z*, the 
speculation was it is a form of over 
fitting when MSE was overly reduced to 
map the unwanted perturbations of the 
adversarial sample

Defense-GAN: Protecting Classifiers Against Adversarial Attacks Using Generative Models.  Samangouei 2018.
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Experimental Results: Attack Detection

• A natural extension of defense-GAN is to use resulting MSE of 
reconstruction to identify adversarial examples per a threshold

• ROC curves are generated by varying the threshold, AUC metric is used to 
compare effectiveness of sorting, once true positive rate is 1.0 there is no 
benefit to decreasing threshold as you just increase false positives.

Defense-GAN: Protecting Classifiers Against Adversarial Attacks Using Generative Models.  Samangouei 2018.
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Experimental Results: White Box

• As hypothesized by authors defense-
GAN did very well against untargeted 
white box attacks, including CW

• MagNet performed similar to no 
defense, this is surprising as attacks 
sounded like greybox scenario not 
having knowledge of the MagNet 
defense network per se, in which case it 
should be effective, reformer only 
implementation?  In whitebox where 
MagNet parameters are known it is not 
effective per the original paper (2017)

• Adversarial training did not generalize 
well to CW attacks unlike defense-GAN

Defense-GAN: Protecting Classifiers Against Adversarial Attacks Using Generative Models.  Samangouei 2018.
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Use of this method

• High impact paper, cited 1062 times (google scholar). Since this research (2018) 
defense-GAN is still considered effective as a generalized what to filter 
adversarial perturbations.

• Approach is similar to other methods; MagNet, PixelCNN, but using a GAN.  

• Disadvantages include reliance on the GAN effectiveness, as seen in the F-MNIST 
and reconstruction is a slow process so not a real-time defense.

• A newer method, Collaborative Defense-GAN (Laykaviriyakul 2023) tries to 
address these two shortcomings, uses two generative models an attacker and 
defender with the former trying to create adversarial samples from real and the 
latter trying to recreate the original sample from the perturbed.

• Another more traditional GAN approach uses a conditional GAN image-to-image 
translation model to make clean images from adversarial images and the 
discriminator tries to tell this generated clean data from original images until it 
cannot distinguish.  Uses same as pix2pix. (Yu 2020).

• One paper trying to circumvent various strategies was able to evade Defense-
GAN at a 45% success rate using Backward Pass Differentiable Approximation to 
address shattered gradients with normal forward pass and differentiating 
approximate function on backward pass.  Used MNIST not CIFAR-10 for defense-
GAN  (Athalye 2021) 
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Thank you 
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Any Questions? 



21

CS 404/504, Spring 2023

AdvGAN Attack

• AdvGAN Attack

▪ Xiao (2018) Generating Adversarial Examples with Adversarial Networks

• AdvGAN employ GANs to approximate the distribution of original instances 
and generate adversarial perturbations

• Current attack algorithms rely on optimization schemes using distance metrics 
(ℓ2, ℓ∞) to original images to encourage visual realism

▪ The generator of AdvGAN generates adversarial perturbations directly to create 
adversarial samples

▪ The discriminator network ensures that the generated samples are realistic

• The focus is on targeted attacks

• Advantages:

▪ High perceptual quality of adversarial samples

▪ Time-efficient attack

AdvGAN Attack

https://arxiv.org/abs/1801.02610
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AdvGAN Attack

• AdvGAN can be applied in semi-whitebox attack setting and black-box attack 
settings 

▪ Semi-whitebox attacks

o After the generator is trained, there is no need to access the original target model

o This is in contrast to traditional white-box attacks, which require access to the original target 
white-box model

▪ Black-box attacks

o First train a distilled model of the target black-box model, and afterward use the distilled 
model to optimize the generator

o Knowledge distillation is an approach were a distilled model (called student) is trained to 
mimic the output of a target model (called teacher)

– The authors also proposed another strategy called dynamic distillation, where the distilled model and 
the generator are trained simultaneously

AdvGAN Attack
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AdvGAN Network Architecture

• AdvGAN consists of three networks:

▪ Generator 𝐺, takes the original instance 𝑥 and generates adversarial perturbation 𝐺(𝑥)

▪ Discriminator 𝐷, distinguish between real data 𝑥 and adversarial data 𝑥 + 𝐺(𝑥)

o Encourage the generated instances to be perceptually similar to the original instances

▪ Target neural network 𝑓, is either a white-box model or a distilled black-box model

AdvGAN Attack
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Loss Function

• The loss function of AdvGAN is

• The term ℒ𝑎𝑑𝑣
𝑓

is the loss for evading the model 𝑓 in a targeted attack, where ℓ𝑓
denotes the cross-entropy loss of the model 𝑓

▪ Encourage the adversarial samples to be misclassified as target class 𝑡

• The term ℒ𝐺𝐴𝑁 is the standard GAN loss

▪ Encourage the adversarial sample to appear similar to the original data 𝑥

• The term ℒℎ𝑖𝑛𝑔𝑒 adds a soft hinge loss on the L2 norm of the perturbation, to 

ensure that the perturbation is bounded by a user-specified value 𝑐

AdvGAN Attack
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Experimental Results

• AdvGAN achieved high attack succuss rate on MNIST and CIFAR-10

▪ Accuracy (p) denotes the original (pristine) data

o Notation: w (white-box model), b-D (black-box model with dynamic distillation), b-S (black-
box model with static distillation)

• The time for generating adversarial samples is lower than FGSM, and much 
lower than Opt and transferability attacks

AdvGAN Attack
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Experimental Results

• Adversarial samples against MNIST for white-box (left) and black-box (right) 
attacks

AdvGAN Attack
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Effectiveness Under Defenses

• AdvGAN adversarial samples are efficient against defenses

▪ Notation: Adv. (adversarial training with FGSM), Ens. (ensemble adversarial training), 
Iter. Adv. (adversarial training with PGD)

▪ Left table: white-box attack, right table: black-box attack

AdvGAN Attack
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Attack-Inspired GAN (AI-GAN)

• Attack-Inspired GAN (AI-GAN)

▪ Bai (2021) AI-GAN: Attack-inspired Generation of Adversarial Examples

• AI-GAN attack introduces a new GAN architecture for generating adversarial 
examples

▪ The architecture has 3 networks: generator, discriminator, and attacker

▪ The discriminator is trained both for detection of clean versus perturbed images, and 
classification of clean and perturbed images

• Focus is on targeted attacks

• It is evaluated on MNIST, CIFAR-10, and CIFAR-100

AI-GAN Attack

https://arxiv.org/abs/2002.02196
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AI-GAN Architecture

• AI-GAN consists of:

▪ Generator – similar to the conditional GANs, it can generate images of a target class t

▪ Discriminator – has 2 branches, where one branch is designed to discriminate real 
from fake images, and a second branch performs classification into class labels 

▪ Attacker – a PGD attack is employed to generate adversarial images 

AI-GAN Attack



30

CS 404/504, Spring 2023

AI-GAN Architecture

• Discriminator network

▪ Branch 1: discriminate between clean images x and perturbed images x’

o This is similar to a binary input detector defense

▪ Branch 2: classify all images by applying adversarial training

o Train this branch with clean images x and adversarial images generated by the attacker x’’ by 
using the true labels for the adversarial images

o Also, train this branch with clean images x and adversarial images generated by the generator 
x’ by using the true labels for the adversarial images

• Generator network

▪ It is trained to find adversarial examples x’ that are classified by the discriminator as 
clean images x with the target class t

AI-GAN Attack
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Experimental Evaluation

• White-box targeted attack

▪ Running time comparison, AI-GAN is faster than FGSM, and much faster than PGD 
and C&W attacks

▪ Attacks on MNIST and CIFAR-10 and comparison to AdvGAN

AI-GAN Attack
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Experimental Evaluation

• Adversarial examples for MNIST and CIFAR-10

AI-GAN Attack
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Experimental Evaluation

• Evaluation of the success rate against defenses

▪ Notation: Adv. (adversarial training with FGSM), Ens. (ensemble adversarial 
training), Iter. Adv. (adversarial training with PGD)

▪ AI-GAN outperformed AdvGAN

AI-GAN Attack
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APE-GAN

• APE-GAN (Adversarial Perturbation Elimination GAN)

▪ Jin (2019) APE-GAN: Adversarial Perturbation Elimination with GAN

• APE-GAN is a defense approach that has similarity to Defense-GAN

• It uses the generator of GAN to create images that are clean of adversarial 
perturbations

▪ A novel loss function in APE-GAN is used for this purpose

APE-GAN Defense

https://arxiv.org/abs/1707.05474
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APE-GAN Architecture

• Generator APE-G

▪ The generator consists of an encoder-decoder network

▪ It is fed adversarial images 𝑋𝜖 (created by one specific attack)

▪ The outputs of the APE-G are reconstructed input images 𝑋, that are cleaned of any 
adversarial perturbations

▪ Goal: the reconstruction of adversarial image ( 𝑋𝜖) is the same as of clean image ( 𝑋)

• Discriminator APE-D

▪ It is a standard network, trained to distinguish between clean and perturbed images

APE-GAN Defense
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APE-GAN Architecture

• To train the APE-GAN, the following loss function is used

• It consists of:

▪ MSE loss 𝑙𝑚𝑠𝑒 – reduces pixel-wise MSE difference between the original image 𝑋 and 
the reconstruction of the corresponding adversarial image 𝑋𝜖

▪ Adversarial loss 𝑙𝑎𝑑𝑣 – reduces misclassification of clean images 𝑋 and adversarial 
images 𝑋𝜖 by the discriminator 

▪ Spatial coherence loss 𝑙𝑠𝑐 – smoothens the reconstruction of an adversarial image 𝑋𝜖, 
by reducing large differences between the pixels locally   

• The weights were set to: 𝜉1= 0.1, 𝜉2= 0.45, 𝜉3= 0.45

• The discriminator APE-D is trained to minimize the misclassification of clean 
images 𝑋, reconstructed images 𝑋, perturbed images 𝑋𝜖, and reconstructed 
perturbed images 𝑋𝜖

APE-GAN Defense
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Experimental Evaluation

• Classification error rates for attacked images (Base) and APE-GAN defended 
images 

▪ 7 attacks are evaluated: L-BFGS, FGSM, DeepFool, JSMA, and C&W with 𝐿0, 𝐿2, 𝐿∞
▪ 6 models are compared: LeNet (MNIST dataset), DenseNet (CIFAR-10), ResNet and 

Inception-v3 - top1 and top5 accuracy (ImageNet dataset)

▪ Lower is better

• APE-GAN reduced the classification errors rates for all attacks

APE-GAN Defense
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